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Stage 2 | 2013-2016

Cloud Compute
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On-demand capacity; cteady load changes the economics




Stage 3 | 2016-2019
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Tools lower entry costs; teams and pipelines remain
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The product connects context, modele and integrations




GenAl Applications
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Roles Shrink
to Tiny Teams

Before Pilot foday
7-10 roles
Data - ML 2-3 people
Infractructure Al + ML Opr
Ihtegrat:‘ah Damam + prm{uct

Combining roles doec not remove accountability



Cost Estimation and Hidden Line
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Support Bot TCO
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From Parameters

to Load
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Case - Step 1 Load

7-10
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OpenAl gpt-5.2: cese - step 2 [JERE
Cost

Lnput Qutput Total
1.48 tokens 180M tokens
£1.25/M £19/M 54, 920/montth
52,950 £2 520 $0.0299/dialog

gp-5.2: token economics



OpenAl API: cose - Step 3 g
CAPEX, OPEX, team, speed

Finance Team T o

CAPEX = 0
LIM =~ B5k/month
Platform $0.5-5k

Launch: 5-7 FTE MVP: 4-6 weeks
Pun: 1.5-3 FTE Prod: §-12 weeks



Qwen Self-Host:

b sec SLA

Qwen-148 - INTY

~90 tokens/c
150 tokeng: 2.0¢
~2 reryuerts‘/ GPU
6-8 GPUe

Case

Qwen-328 - INT%

~45 tokeng/c
150 tokenc: 4.0¢
~1 reques‘t/ GPU
~12 GPle

Peak =10 replies, 5 ¢ SLA; with batching, fewer GPUc are needed

- Step 4

Self-host



Self'HOSt: Case - Step 5 Self-host
CAPEX, OPEX, team

CAPEX Jeam [ime
148: ,f 120-220k Launch: 8-12 FTE 12-20+ weeks
32B: $200-350k+ Run: 3-5 FTE Plus delivery

Depreciation of $180k =~ $5k/month; OPEX: colocation, maintenance, GPlU/ ops



Qwen On Rented GPUS Case - Step 6 GPU Rental

Finance Implementation

CAPEX = 0
OPEX: GPle, network, ctorage

Coctlier than swn hardware at

t'ugﬁl /aad

Facter than buying scervers

Needs MLOps/SRE
Rick: GPU/ price and auaifaéfﬁty

Lower CAPEX, higher OPEX



GPU Rental OPEX e e T

A100 x 720 h/month Total, RUB/month
W —=- 194 400 P/B — 14B: 1.12-1.56M
= 270 RUB/h per GPU 328B: ~2.33M

Rate: cloud.ru price list, February 2026; network and reserve extra



Three Deployment

Strateqgies

CAPEX
OPEX
Launch

Control

APT Rented GPle
lﬂw [DW
1.17-2.33M
~55k LLM/month RUB/month
Fact Medivm/Fast
Lower High

For thic workload: API-first

Case -

Own GPUs

High

Infractructure

+ team

Slower

Maximom

Step 8 @ Comparison



Case recommendation

i Start

—>

-

Metrice to watch
Qutput tokencs,

API-first peak RPS,
% — |

—>

Ctrict on-prem requirementse change the choice
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APIl, GPU, self-host

* OpenAl APl docs/pricing
* acloud.ru GPU price list, February 2026
* Hugging Face, Qwen: models and speed

* FinOps unit economics
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