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Al made development faster

? How can we tell if that is true?

@




What did the measurement find? =~ " "
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Ectimated afterward

Expectation and self-report. Meacvrement comes next.

METR - Becker et al. (2025)




METR - change in completion time

Perceived speedup
needs a separate check
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All three numbere describe time; neqative means faster

METR - Becker et al. (2025)




METR - February-June 2025

METR’s result comes
from familiar repositories

76
7 ? 0/ experienced developers
Ltion & 296
compietion Lime veal facke
95% CI: +2..+39%

Cursor Pro - Claude 3.5/3.7 Sonnet « familiar projects

METR - Becker et al. (2025)




Microsoft - January-April 2026

CLI agents: more merged PRs

Counts PRs, not time or quality

-1.1%
o at a placebo (aunch date
+ 2 q o interval: —=10.6...+8.6%
715
merged PRs per engineer per day days after launch
5% interval: +14.5...+33.2%

Claude Code and Copilot CLI + early adopters

Microsoft - Murphy-Hill et al. (2026)




Anthropic - October 2026

Commits per engineer
rose at Anthropic

Fig. 3 - Output per employee Fig. 4 - Code added after adoption

Qutput per person, index ([Jec 2025 = 100) Engincers: code added + Log points ve month -1
3

500 Commitc per engineer 5.7x

Dec 2025! Before adoption

400 2
200 Queries per dafa ceientict 3.7x

Contracts per leqal employee 3.7x 7
200 Deale per calecpercon 1.7x 0

Hires per recruiter 1.4x
100 : Tnvoices per AP procecsor 1.4x

: =7
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Cep 2024  Jan 2025 Jul Jan 2026 Jun Months cince AI-agent adoption
Pedrawn from the report figure; values read off the chart, approximate Pedrawn from the report figure; values read off the chart, approximafe
By June 2026, commits per engineer reached 5.1 times their 192 engineers adopted agents and 74 did not. Adoption was
December 2025 level. nonrandom.

Anthropic - employment report (2026) My review - RIMS #40




Compare conditions, not headlines

Each result applies
to its own conditions

METR Microsoft Anthropic
[ime per task Merged PRe per day Output per employee
Own repository Azure DevOps PRs Multiple functions
Cursor - 2025 CLT agents - 2026 Agente - 2026

[ransfer the check, not the percentage

METR - Becker et al. (2025) Microsoft - Murphy-Hill et al. (2026) Anthropic - employment report (2026)




Architecture - teams - AI4SDLC

Alexander Polomodov

Technology leader with experience as a CTO and Technical Fellow at a large fintech

Recearch Insighte Made 5:'mp/e

Q

m Connecting research with engineering practice.
polemodov.tech

Focus: Productivity - architecture - AI4SDLC



Talk roadmap

Two levels of measurement

Diccovery + delivery Delivery only (ce-case economice
company fevel company fevel review, migrations,
customer value ucage, impact, cost profotypec

Choose the scope before choocing metrics
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Company-wide measurement

7 A Diccovery + delivery - the path fo a customer ovfcome



Company - discovery + delivery

From hypothesis
to customer value

® — > @ >
Diccovery Delivery Outcome
choose a problem build and ship measure the change
test a hypothesic check quality for customers

Link the hypothecis, release and oufcome for each initiafive



Company - illustrative

How to measure the
end-to-end outcome

Activation End-to-end time Jotal coct
chare of new customers from hypothesic team effort and AL
first cuccecs in 7 days to verified sutcome including failed attempts

Compare cimilar initiatives and customer cohorts

Code of Leadership - conversation with Vladimir Dolgov




Company - discovery + delivery

Product engineers
ownhn work end to end

© > @ > @
Problem Hypothesis Release and outcome
understand the profotype and fest chip the change
customerc job and meacure the result

Back To the bacics of product development

Code of Leadership #76 - Gleb Mikheev My talk - Software development evolution




Company - what to measure

A tiny team owns the whole cycle

Hahdaﬁ"s‘ [ime to oufcome ¢ uctafuaéfﬁzj/
handoff count From framing the task production incidents
and waiting time to customer impact and team worklood

[eam size depends on the product, rick and platform support

My talk - HSE University My talk - Software development evolution
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Company-wide delivery

7 8 Meacuvring A code acsistante and agents - DX and
RIMS #11



How DX measures Al in delivery

Measuring AI code assistants

01 o Utilization

active uce * Al-acsisted PRs
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time cavinge * flow, quality, DevEx

DX -

03 C'as't

AL cpend by team and use cace - ROI - Net time gain per developer

Read A metrics alongside overall team productivity

Measuring AI code assistants and agents RIMS #11 My talk - DotNext 2026

RIMS #11



Delivery - utilization

Measure adoption in
the context of work

U/ho U/here How
I
team - experience Job - repository Frequency - mode

A licence does not deccribe a working practice

My talk - DotNext 2026




Define the population

An adoption rate
needs a denominator

People [acks
uced / had access Al-acsisted / eligible

Cet the observation window and inclveion rules in advance



How AI is used

Assistance mode
changes the work

Acsistant Delegation
human leads the fack agent executes the task
Al acsists with operations humaon defines and accepts

Concurrency is a separate dimension of either mode

My talk - DotNext 2026




What we observe

A tool event is not an outcome

Jool ac fivity Ulork cvicome
prompt - response constraint understood
accepted suggestion defect fixed
@ > @ > ®
[ogs Evente Ceccione Metrice

( + artifac fS‘}

Check the oufcome against the facke success eriferion

InSession (2020) Google Research - Measuring Developer Goals My review of the series - RIMS #30




Google - Mleasuring
Developer Goals

Fig. 1+ SDLC phasec and example goalc

TEEE

Software -

-

Information Planning and Devefap, test Experiments Monitoring Data
gathering approvals and commit and releases and reliability management
Understand Get a design Check quality of Roll out Meet SLO¢ Ensure
tack context approved confributed code changes cafely data quality
Fig. 2 - Goals in the development phase Jools
Check the quality of Code review
contributed code
IDE
[/hdercmm( how
existing code behaves I Code search

Example criterion - PR meets requirements and blocking icsves are resolved

Google Research

- Measuring Developer Goals

2024



Schematic, not to scale

Session durations
are not human effort

accept
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Three measures: human effort - elapsed time + machine concumption

METR - experiment redesign (2026)




Flow schematic - not to scale

Local speed changes
downstream queues

Code Review Checke Release
/%
> '7 > -_
4
producing changes chared queue chared capacity accepted oufcome

Check waiting, repeat reviews and change size

My talk - Turbo ML Conf 2026




Anthropic - Claude Code

Logs and survey form one picture i  w

The agent takes more ctepe alone [ime per task category
Fell clightly
logs: action ctreak 9.8 — 21.2 curvey: but output volvme
human tvrng 6.2 — 4.1 grew noticeably

The gain ic output volvme, celf-reported

Anthropic - how AI is transforming work (2025)




Measurement and human experience

Three methods reveal
different aspects

Logs Survey Interview

what happened how it felt why accouvnts differ

D:';’agreemen?‘ IC a reason to Invefﬁga,te

Google Research - Measuring Productivity My review of the series - RIMS #30




METR - February 2026 update

New tools change
measurement itself

& > @ > @
Participants Jacks [ime
may refuse non-Al work come are withheld agentc run concurrently

The remaining ;’a.m,b/e may not represent the warkffaw

METR - experiment redesign (2026)




Choosing a design

The comparison sets the
strength of inference

Random acsignment Ctaged rollout Before and after
ctronger control of needs comparable groups usefvl cignal
alternative explanations and time effecte weaker causal inference

METR - Becker et al. (2025) Microsoft - Murphy-Hill et al. (2026) Anthropic - employment report (2026)
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The economics of specific use cases

0 2 Al review - migrations -+ interface protofypes



Economics -+ measurement boundaries

Each use case has
its own unit of value

Al review Migration Prototype
reviewed PR and accepted batch evidence-backed
quality after merge verified in production product decision

Count human effort, AL cpend, checks and rework

My review - The Economics of AI Development




ATl review - current workflow

Al review is already enabled

o > —> @
Bot reviews the PR Author triagee Reviewer decidec
Aags potential issues checks the signal checks remaining
and fixes issuec rick and work

Uce the current configuration as the bageline

GitHub - Automatic Copilot reviews




Al review - measurement

A useful comment has a cost

Benefit Efort and AL Quality

confirmed findings triage, fixes, rechecks defects micsed

that matter and model spend after merge

Compare PRe of similar cize, rick and fype

Developer Productivity for Humans #7 - Software Quality My review - Book Cube DORA 2025




AI review -

Review settings change the cost

£510 £320 £190 i

Current rufec Targeted rufes Difference
& hx 560+ 530AI 5hxf60+5820AI per 100 comparable PRe

Apply the came quality criferion to both configurations

My review - The Economics of AI Development




AI review - decision

Tune Al review by PR risk

Change Compare Expand when
rules, model current and new less effort
and repeat runs configurations at comparable quality

Audit a sample for micsed icsues



Google - Migrating Code At Scale

Repetition drives
migration economics

39 595 ~50%
Migrations Code changes Lecs time

over 12 months cubmitted deve/aperf’ ectimate

Compared with earlier manual migrations

Google - Migrating Code At Scale




AI migrations - workflow

A migration ends at acceptance

- > @ > @
Find change cites Make the change Accept the batch
inventory and agent, script test release
dependencies or engineer and obeerve

Count the whole path, including retriec and exceptions

Google - Migrating Code At Scale




Setup pays off at the fifth batch """ "

720 £150 5 batches

Setup Savinge per batch Break-even

12 h x $60 3hx $60-530Af $720 = $150 = 4.8

Illustrative example - 6 h mahaa.//y, 3 h with avtomation and validation

My review - The Economics of AI Development




The remaining migration
shapes the decision

Coverage

what remaine

on the old APT

AI migrations -

Account for retirement of the old sysfem separately

Reliability Next step
regressions, rollbacks expand automation
and support or finish manually

decision



PMs can test an interface earlier

Vibe coding -

® > @ X _
H_ypaz%er:‘c /4[ 124% fatype Ject
user problem PM builde a chow ucers
and workflow clickable flow and decide

[he ovtcome is evidence for The next decicion

Anthropic - Claude Design

discovery



Vibe coding - measurement

Measure the cost of
a product decision

Elapsed time Coct Qutcome
From question PM, design, AL test the workflow
to user test and rework and decide whatc next

Compare cimilar questions and the quality of the fect

Anthropic - Claude Design




Vibe coding -

One test scenario costs $160 less e ccsiorio

£360 £200 $160

Usual workflow Prototype with AL Difference
6 h x ,3‘60 3 h x ﬁ‘éO + ,3'20 Al came scenario
and fect

Both estimatee vse the came ucer fect

My review - The Economics of AI Development




Vibe coding -+ handoff

The prototype carries
a decision into delivery

From diccovery Into delivery After refeace
workflow, observatione ctafes, accescibility activation, errore
and decision and integration and feedback

Acsese prototype code against production requirements

Anthropic - Claude Design My talk - Software development evolution




Economics - types of return

Gains show up in
time, money and risk

Jeam time Financial effect Rick and quality
uceful work changed spending fewer defects
with freed capacity or revenue and customer losces

Caleulate ROI for the chocen ovfcome and period

My review - The Economics of AI Development




Economics - three decisions

What to change
after the calculation

Al review Migrations Prototypes
tune rules compare volume test the product
by PR rick with break-even question sooner

Relate the result fo customer ovicomes and feam effort

My talk - DotNext 2026




Research and engineering practice

Continue the conversation
in the podcasts

a1 Devefoper productivity for humans
RIMS - developer qoals and three kinds of evidence

02 Al and developer productivity
Code of Leadership - with Vladimir Dolgov

03 The economics of AL development
LPIMS - the coct ofacce,btea’ work




Economics - same backlog

The next tasks
may add less value

Cuctomer value

Linear Prajectfon

Diminichin g returng

>
X 10x  Jacks fﬁ:}bped

Lllustrative example of diminiching marginal utility

Code of Leadership #76 - Gleb Mikheev 0OpenStax - microeconomilcs
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Measure the change in work

Book Cvbe

Diccovery + delivery - use-case economicg

WA:'GA dec:‘gian can Yyou maée after

measuvrin 9?

Alexander Polomodov - Technology leader

/ .
polomodov.tech t.me/book_cube



